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Survival data
Time to death or other event of interest.
One time variable with a well-defined starting time (time-origin):

• Time from start of randomized clinical trial to death.

• Time from first employment to pension.

• Time from filling of a tooth to filling falls out.

What is special about survival data?

• Censoring: For some subjects the event is not observed and we
will only know a lower bound for the lifetime.

Survival data provide a special case of data from a cohort study where
subjects are followed over time for the occurrence of some event.
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A small data set
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Ordered times: 5, 6*, 7 , 8, 9*, 12*, 14, 15, 16, 20*, 22*, 23

* Censored survival times.
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A small data set
Ordered times: 5, 6*, 7 , 8, 9*, 12*, 14, 15, 16, 20*, 22*, 23

* indicates censored observations.

How to estimate the mean survival time?
5+6+7+8+9+12+14+15+16+20+22+23

12 = 157
12 = 13.08?

5+7+8+14+15+16+23
7 = 88

7 = 12.57?

Which fraction of patients survives past 12 months?
6
12 = 0.5?

We need methods that are able to account for censoring.

This leads to a focus on other parameters than the mean value.
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Survival and hazard function
Let T be the time to the event of interest. The probability of survival
to time t is given by the survival function S(t) = P (T > t).

The rate or hazard h(t) gives the probability (per time unit) of failure
before t+ d given survival beyond t:

h(t)d ≈ P (T ≤ t+ d | T > t).

Relationship when there are no competing risks:

S(t) = exp

(
−
∫ t

0

h(s)ds

)
= exp(−H(t)),

where H(t) is the integrated hazard function.

-t t t
0 t t+ d
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Malignant melanoma data
In the period 1962-77, 205 patients had their tumor removed and were
followed until 1977. At the end of 1977:

• 57 had died of malignant melanoma (status=1)

• 134 were still alive (status=2)

• 14 had died from other causes (status=3)

Purpose: Study effect on survival of sex, age, thickness of tumor,
ulceration, etc.

-

1962 1977

• • • •• • • • •
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Malignant melanoma
The data file melanom-surv.txt has 206 lines (first line contains
variable names) and the following variables:

• id: person-id

• dc: censoring indicator (death from disease=1, alive at end of
study=2, death from other causes=3)

• days: days from operation to death/end of study

• ulc: ulceration present=1, ulceration absent=2

• thick: tumor thickness (in 1/100 mm)

• sex: females=1, males=2

• age: age at operation (years)

7



0.00

0.20

0.40

0.60

0.80

1.00

P
ro

b
a
b

ili
ty

0 2 4 6 8 10

Survival time (years)

female

male

Patient’s sex

How to quantify the difference between these Kaplan-Meier estimates
for males and females?
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The Cox Model
The Cox model assumes that the rate for the ith individual is

hi(t) = h0(t) exp(βxi1)

where

xi1 =

0 if individual i is a female

1 if individual i is a male

(NB: here recoded compared to data file). That is,

hi(t) =

h0(t) if individual i is a female

h0(t) exp(β) if individual i is a male,

so, h0(t) (the “baseline hazard”) is the hazard rate for females. This is
completely unspecified.

Time t is the chosen time variable, e.g. time since randomization, age,
or (like here) time since operation.
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Hazard ratio
If

hi(t) =

h0(t) if individual i is a female

h0(t) exp(β) if individual i is a male

then the rate ratio, RR (or hazard ratio, HR) between males and
females is

RR =
h0(t) exp(β)

h0(t)
= exp(β) = θ.

This ratio is independent of time, i.e. we have proportional hazards.
The Cox model is also called the proportional hazards model.

Note that proportional hazards is a modeling assumption that may or
may nor describe the data well.
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Estimation
The parameters: β and the baseline hazard h0(t), are estimated based
on the likelihood principle. The maximum likelihood estimate is
denoted β̂.

When deriving the likelihood function (“Cox’s partial likelihood”), the
concept of a risk set is crucial. The risk set, R(ti) at death time ti is
the set of individuals who are at risk of dying (i.e., alive and
uncensored) just before time ti.

In Cox’s partial likelihood the covariates for the individual failing are
“compared to” the covariates for patients who could have failed at that
time, i.e. patients from the risk set:

∑
failures

log

(
θ(for case)∑

Risk set θ

)
(with θi = exp(βxi1))
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Risk set (at time t): R(t) = set of subjects who could have been the
case (at time t). Depends on how time is defined (age, time on study,
calendar time,...). May induce delayed entry (more later):
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Age as time
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The Cox model
hi(t) = h0(t) exp(βxi1)

can also be written on log-scale

log(hi(t)) = log(h0(t) exp(βxi1))

= log(h0(t)) + βxi1.

In ‘Clayton-Hills notation’:

log(Rate) = Corner(Time)+ x1.

Compare with the Poisson regression model: later!

For the melanoma data, we get β̂ = 0.656,SE = 0.238, i.e., the
hazard ratio is exp(0.656) = 1.93 with 95% confidence limits from
1.93/ exp(1.96 · 0.238) = 1.21 to 1.93× exp(1.96 · 0.238) = 3.07.
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The Cox model in SAS
In SAS, proc phreg can be used for estimation in the Cox model.

We define the variable sex to be categorical using a class statement.

For the variable sex 1 is females and 2 is males.

proc phreg data=melanom;

class sex (ref="1");

model days*status(2) = sex / rl;

run;

/* The ’rl’ option (or ’risklimits’) adds confidence limits

for hazard ratios to the output */
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Part of output from proc phreg:
.

.

.

Analysis of Maximum Likelihood Estimates

Parameter Standard Hazard 95% Hazard Ratio

Parameter DF Estimate Error Chi-Square Pr > ChiSq Ratio Confidence Limits

sex 2 1 0.65586 0.23761 7.6190 0.0058 1.927 1.209 3.070

The column Parameter Estimate is β̂.
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Adjustment for confounding
Add covariates xi2, . . . , xip to the model including only ‘exposure’ xi1:

hi(t) = h0(t) exp(β1xi1 + β2xi2 + · · ·+ βpxip), resp.

log(Rate) = Corner(Time)+ x1 + x2 + · · ·+ xp.

The Cox model assumes that:

1. the hazards for all individuals are proportional,

2. the effects of covariates are additive and linear on the log rate
scale,

3. the ‘Corner’, i.e. the log(baseline hazard) is the log(hazard
function) for a subject with all covariates equal to 0. It is
completely unspecified and depends on time

Items 1. and 2. should be checked as part of the data analysis.
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Results for melanoma data
Adding age (per 10 years), ulceration (yes vs. no), and tumor

thickness (in mm) to the model including sex, we get the results

Covariate β̂ SE HR

Sex 0.413 0.240 1.51

Age 0.218 0.078 1.24

Ulceration 0.952 0.268 2.59

Thickness 0.099 0.034 1.10

Note the reduced log(hazard ratio) for sex after adjusting for
(primarily) thickness.
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Checking model assumptions
Linearity or interactions may be tested as for other models with a
linear predictor, e.g. using splines to test linearity:

data mel; set mel;

age40=(age-4)*(age>4);

age65=(age-6.5)*(age>6.5);

run;

proc phreg data=mel;

class sex (ref="1") ulc (ref="2");

model days*dc(2)=sex ulc thick age age40 age65/rl;

Linarity_age: test age40, age65;

run;

The test for linearity has P = 0.67.
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Checking model assumptions
Proportional hazards may be checked by adding interactions with time:

proc phreg data=mel;

class sex ulc;

model days*dc(2)=sex ulc thick age sextime/rl;

sextime=(sex-1)*log(days);

run;

The test for the new variable sextime has P = 0.39 and a similar test
for agetime has P = 0.57.

There are many other ways of checking the assumptions, including
some based on cumulative martingale residuals or cumulative score
(‘Schoenfeld’) residuals.

These methods are available in SAS PROC PHREG via the ASSESS
statements.
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Choice of time variable
A study is conducted over calendar time but the natural time variable
may be time since treatment, e.g. in the melanoma study.
Cohort studies are often conducted by recruiting a random sample of
the population at the start of the study and then these subjects are
followed for a number of years.
A natural time variable may be age rather than time on study which is
often an artificial time variable constructed by the investigators.
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Vaccinations in Guinea-Bissau 1990-96
In rural Guinea-Bissau, 5274 children under 7 months of age were
visited two times at home, with an interval of ≈ 6 months.
Information about vaccination (BCG, DTP, measles vaccine) was
collected at each visit and at second visit, death during follow-up was
registered. Children were censored if they moved away during
follow-up or survived until the second visit.

Variables in the Bissau data set (bissau.txt):
id Child id

fuptime Follow-up time in days

dead 0 = censored, 1 = dead

bcg 1 = Yes, 2 = No

dtp Number of doses of DTP (0, 1, 2 or 3)

age Age at first visit in days

agem Age at first visit in (whole) months

5275 lines, first line contains variable names.
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Is the risk of dying associated with vaccination?

Outcome

Exposure Died Survived Total

BCG vaccinated 125 (3.8%) 3176 3301

not BCG vaccinated 97 (4.9%) 1876 1973

Total 222 (4.2%) 5052 5274
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proc phreg data=bissau;

class bcg;

model fuptime*dead(0)=bcg / rl ;

run;

Testing Global Null Hypothesis: BETA=0

Test Chi-Square DF Pr > ChiSq

Likelihood Ratio 4.2824 1 0.0385

Score 4.3761 1 0.0364

Wald 4.3474 1 0.0371

Type 3 Tests

Wald

Effect DF Chi-Square Pr > ChiSq

bcg 1 4.3474 0.0371

Analysis of Maximum Likelihood Estimates

Parameter Standard Hazard 95% Hazard Ratio

Parameter DF Estimate Error Chi-Square Pr > ChiSq Ratio Confidence Limits

bcg 1 1 -0.28214 0.13532 4.3474 0.0371 0.754 0.578 0.983
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proc phreg data=bissau;

class bcg agem;

model fuptime*dead(0)=bcg agem / rl ;

run;

Type 3 Tests

Wald

Effect DF Chi-Square Pr > ChiSq

bcg 1 5.6510 0.0174

agem 6 7.7246 0.2590

Analysis of Maximum Likelihood Estimates

Parameter Standard Hazard 95% Hazard Ratio

Parameter DF Estimate Error Chi-Square Pr > ChiSq Ratio Confidence Limits

bcg 1 1 -0.34720 0.14605 5.6510 0.0174 0.707 0.531 0.941

agem 0 1 0.01053 0.35339 0.0009 0.9762 1.011 0.506 2.020

agem 1 1 0.12553 0.34494 0.1324 0.7159 1.134 0.577 2.229

agem 2 1 -0.24631 0.35903 0.4707 0.4927 0.782 0.387 1.580

agem 3 1 0.20946 0.34502 0.3686 0.5438 1.233 0.627 2.425

agem 4 1 0.34300 0.34265 1.0020 0.3168 1.409 0.720 2.758

agem 5 1 0.34118 0.34699 0.9668 0.3255 1.407 0.713 2.777
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Age as time variable: Delayed entry
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Subjects are only at risk from the age at entry and onwards: Had they
died before the age of entry, we would not have observed them.

Handling delayed entry is quite easily done by careful control of the
risk set R(ti) at death time ti.

data bissau2;

set bissau;

outage=age+fuptime; /* age is in days */

run;

proc phreg data=bissau2;

class bcg;

model (age,outage)*dead(0)= bcg / rl;

/* Alternatively: model outage*dead(0)= bcg / rl, entry = age */;

run;

Analysis of Maximum Likelihood Estimates

Parameter Standard Hazard 95% Hazard Ratio

Parameter DF Estimate Error Chi-Square Pr > ChiSq Ratio Confidence Limits

bcg 1 1 -0.35542 0.14065 6.3854 0.0115 0.701 0.532 0.923
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Piecewise constant hazard rate: Poisson regression
Divide the time variable into K intervals and assume constant but
possibly different hazard rates in each of the intervals. This may
provide a sensible summary of many phenomena and is often used in
epidemiological studies.

-h1 h2 h3 · · ·
· · ·

hK

c0 = 0 c1 c2 c3 cK−1 cK Time

Thus

h(t) = hk for t between ck−1 and ck, k = 1, . . . ,K

The intervals do not need to be of the same length.

We only need to keep record of the total number of deaths and the
exposure time in each interval. Often Time is age.
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We can further divide data into categories of covariates, e.g. sex
(F=females, M=males):

-h1M

h1F

h2M

h2F

h3M

h3F

· · ·
· · ·

hKM

hKF

c0 = 0 c1 c2 c3 cK−1 cK Time

Typically, proportional hazards are assumed (i.e., no interaction
between sex and time): hkM = θsexhkF .

With several covariates, the model is:

log(Rate) = Corner+ Time+ x1 + x2 + · · ·+ xp,

where Time will often be the effect of age.
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Results for melanoma data (K = 3 intervals)
Cox Poisson

Covariate β̂ SE β̂ SE

Sex 0.413 0.240 0.396 0.240

Age 0.218 0.078 0.222 0.076

Ulceration 0.952 0.268 0.960 0.269

Thickness 0.099 0.035 0.096 0.035

The Poisson model, additionally, provides estimates for the baseline
hazard in each interval (0-2.5, 2.5-5, 5+ years).

For the Cox model, the (cumulative) baseline hazard may be extracted
from the output and plotted.

Note the similarity between the two sets of estimates - this is the rule
rather than the exception:

Results from Cox and Poisson models tend to be very similar.
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Baseline hazards

Poisson baseline rates: 0-2.5 years 614, 2.5-5 years 719, 5years- 699
per 100000 years.
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(Alternative) diet data: Poisson and Cox models.

Poisson

Parameter Estimate SD W

Corner -5.303 0.439

Exposure (1) 0.622 0.303 4.22

Age (1) 0.204 0.472 0.19

Age (2) 0.747 0.461 2.62

Cox

Parameter Estimate (β̂) SD W

Exposure (1) 0.611 0.303 4.08
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Bissau data: Cox, Poisson, or Logistic regression?
Analysing Guinea-Bissau data using three different regression models
all adjusting for age in months as a categorical variable. In the Cox
model follow-up time was used as the time variable. In the Poisson
model the follow-up time was used as time at risk. A logistic
regression model does not take the follow-up time into account.

Cox RR (95%CI) Poisson RR (95%CI) Logistic OR (95%CI)

0.71 (0.53-0.94) 0.71 (0.53-0.94) 0.71 (0.53-0.96)

Follow-up time does not seem important.

OR and RR are close since the mortality rate is (rather) low.
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Time dependent explanatory variables
The Cox model can be expanded to include time-varying covariates

λi(t) = λ0(t) exp(βXi(t)).

If the death times are t1, . . . , td then it turns out that we just need to
know the value of the covariates at the death times:

Xi(t1), Xi(t2), . . . , Xi(td).

The covariate values at any time different from a death time are not
used in the likelihood function.

The most simple time-varying covariate is a binary variable that is
allowed to change once during follow-up, e.g. new BCG vaccinations
registered between visits in the Bissau data:

Xi(t) =

0 if no BCG before time t

1 if BCG-time ≤ t

33



A child who was BCG-vaccinated after 3 months of follow-up.

Follow−up (months)

B
C

G

0 1 2 3 4 5 6

0
1

The time-varying covariate is 0 in the time interval 0 to 3 months and
1 for the rest of follow-up. For a child who was BCG vaccinated before
first visit the time-varying covariate is one during all the follow-up.
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Instead of time of follow-up we will use age as time variable to
illustrate the use of BCG as a time-varying covariate in the Bissau
data. At visit 2 the vaccination cards were seen for the children at
home and an age of BCG vaccination (bcgage) was calculated:

id fuptime dead age bcg bcgage outage

...

486 159 0 199 1 107 358

487 183 0 97 1 20 280

488 183 0 43 2 174 226

489 137 1 140 1 40 277

490 183 0 165 1 46 348

...

499 157 0 186 1 64 343

500 25 1 191 2 . 216

501 157 0 183 1 61 340

...
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Binary time-varying covariate in SAS
Splitting up persons with a changing time-varying covariate into two
records:

age bcgage outage

bcgvacc=0

bcgvacc=1

status=0

status=dead

and use delayed entry.

Thus, we need to generate a new data set.
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data splitbcg;

set bcg;

if bcgage=. or bcgage>outage then do;

bcgvacc=0; entryage=age; exitage=outage; status=dead; output;

end;

if .<bcgage<=age then do;

bcgvacc=1; entryage=age; exitage=outage; status=dead; output;

end;

if age<bcgage<=outage then do;

bcgvacc=0; entryage=age ; exitage=bcgage; status= 0; output;

bcgvacc=1; entryage=bcgage; exitage=outage; status=dead; output;

end;

run;

id fuptime dead age bcg bcgage outage bcgvacc entryage exitage status

488 183 0 43 2 174 226 0 43 174 0

488 183 0 43 2 174 226 1 174 226 0
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proc phreg data=splitbcg;

class bcgvacc(ref="0");

model (entryage,exitage)*status(0)=bcgvacc / rl ;

run;

Parameter Standard Hazard 95% Hazard Ratio

Parameter DF Estimate Error Chi-Square Pr > ChiSq Ratio Confidence Limits

bcgvacc 1 1 -1.08278 0.14046 59.4286 <.0001 0.339 0.257 0.446
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Several time variables
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Possible model

log(Rate) = Corner+ Time︸ ︷︷ ︸ + Age+A+B︸ ︷︷ ︸
= Baseline + Covariates

or vice versa! Which time scale should be considered “basic”?

Items to consider when choosing between Cox and Poisson models:

• sample size: Cox needs individual records, Poisson can use
tabulated data

• parametric/non-parametric time effects; “strong” effects

• which effects are of interest?

• Choice of “basic” time scale: only for Cox

• Examination of proportional hazards
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Stanford heart transplant data (p. 235)
Patients (n = 103), eligible for a heart transplant, were followed from
the time at which they were put on the wait list for transplant until
death or censoring.

In total, 65 received a transplant during follow-up, whereas 38 did not.

The purpose was to assess whether transplanted patients survived
longer.
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Stanford heart transplant data variables

age age (in years) at entry into the study.

cens 0 = Censoring

1 = Dead

days number of days from entry to dead/censoring.

trans 1 = if the person had a heart transplantation

0 = otherwise.

wait number of days from entry to transplantation

NB: if trans = 0 then wait = -1

mismatch 1 = mismatch between HLA type in donor and patient

0 = no mismatch

NB: if trans = 0 then mismatch = -1.

Data are available in the file stanford.txt.
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Obs age cens days trans wait mismatch

52 56 1 90 1 27 1

53 53 1 96 1 67 0

54 48 1 100 1 46 0

55 41 1 102 0 -1 -1

56 28 0 109 1 96 1

57 46 1 110 1 60 0

58 23 0 131 1 21 1

59 41 1 149 0 -1 -1

60 47 1 153 1 26 0

61 43 1 165 1 4 0

62 26 0 180 1 13 0

63 52 1 186 1 160 1

64 47 1 188 1 41 0

65 51 1 207 1 139 1

66 51 1 219 1 83 1

67 8 1 263 0 -1 -1

68 47 0 265 1 28 0

69 48 1 285 1 32 1

70 19 1 285 1 57 0

71 49 1 308 1 28 0
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Stanford study: Kaplan-Meier estimates
Why are they wrong?!
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Stanford heart transplantations
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Simple model assumption:

Constant ratio between mortality rates for transplanted and
un-transplanted subjects. Realistic?
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Possible model:
log(Rate) = Corner + Time + Transplant︸ ︷︷ ︸

α: Positive coefficient

+ Transplant [Time since transplant]︸ ︷︷ ︸
β: Negative coefficent
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Log rate ratio relative to non-transplant, (negative) slope β
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And now for something completely different
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Example: The Danish Adoption Register
Register with information on 14427 children adopted away to unrelated
parents between 1924 and 1947. Information on:

• Adoptee (AD)

• Adoptive Mother, Adoptive Father (AM, AF)

• Biological Mother, Biological Father (BM, BF)

That is, name, date of birth, address of adoptive parents, date of
transfer, date of formal adoption, biological and adoptive siblings.

Aim: study relation between (early) cause-specific mortality among

• ADoptee and Biological relatives

• ADoptee and Adoptive relatives

and thereby evaluate genetic and environmental effects.
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“Old” study: parents
1003 AD’s born 1924-26 followed until 1982:

Sørensen, Nielsen, Andersen, Teasdale NEJM (1988).

Status 1982 AD BF BM AF AM

Alive in DK 765 114 367 64 163

Emigrated 75 32 27 4 8

Disappeared 1 4 2 1 0

Not followed 0 146 26 39 7

Dead 119 664 538 852 782

Total 960 960 960 960 960
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“Old” study
Cox regression model with lifetime of AD as outcome and information
on lifetimes of parents coded as explanatory variables: Estimated
hazard ratios (95% c.i.) for “at least 1 parent dead (from relevant
cause) before age 70”. Time=age.

Cause B/A RR c.i.

All B 1.85 1.17-2.92

All A 0.80 0.55-1.16

Natural B 1.49 0.92-2.39

Natural A 0.96 0.65-1.41

Infection B 5.00 1.73-14.4

Infection A 1.00 0.34-2.97

Vascular B 1.92 0.78-4.73

Vascular A 1.50 0.65-3.46

Cancer B 0.87 0.26-2.88

Cancer A 1.49 0.56-3.97
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Example: HPV and cervix cancer in situ
Josefson, Magnusson, Ylitalo, Sørensen, Qwarforth-Tubbin, Andersen,
Melbye, Adami, Gyllensten Lancet, 2000, 355, 2189-93.

• 146889 women screened between 1969 and 1995 in Uppsala
county cervix cancer screening program: (732887 smears taken)

• 478 cases of cervix cancer in situ (CIN) identified through the
Swedish cancer register

• Exposure, HPV-16 viral load, ascertained from smears.
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Data requirements in Cox model
At all event times ti we need the covariates xj for all individuals, j, at
risk for an event at ti.

• Adoption example, whole data set: possible model
hi(t) = h0(t) exp(βxi), where xi = 1, if one of the adoptive
parents for adoptee i died before age a0 (t =age); need to trace
all adoptive parents; information before 1968 not computerized.
Similarly for biological parents

• HPV/cervix cancer example: possible model
hi(t) = h0(t) exp(βxi(t)), where xi(t) = subject i’s HPV viral
load at time, t since first smear; need data from all smears

⇒ sampling of the cohort!
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Two types of sampling design

• (1): Nested case-control sampling: at each event time ti, select a
(simple random) sample (of size m) containing i and estimate β
from the partial log-likelihood:∑

failures
log

(
θ(for case)∑

Case-control set θ

)

• (2): Case-cohort sampling: at time 0 select a random sample S
(the “sub-cohort”) (with some sampling fraction q) and estimate β
from the “pseudo” log-likelihood:∑

failures
log

(
θ(for case)∑

Comparison group θ

)

The comparison group is the case plus what is left of S at the
current failure time.
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Cohort with incomplete follow-up
t0 t1

qaqq a
ppp
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Nested case-control study
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Case cohort study
t0 t1
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ddddd
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58



Estimation of absolute risk: Full cohort
From a full cohort Cox model, the cumulative baseline hazard can be
estimated by the “Breslow estimator”:

Ĥ0(t) =
∑

event times T≤t

1∑
Risk Set exp(β̂1xj1(T ) + ...+ β̂kxjk(T ))

and, thereby, absolute risks for given time-fixed covariates may be
estimated when there are no competing risks using the relation

F (t) = 1− exp(−H(t)). (∗)
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Estimation of absolute risk: Sampled data
From sampled data where the number of controls in the time T risk
set is m(T )− 1 and the full risk set has size Y (T ) the cumulative
baseline estimator is (approximately)

H̃0(t) =
∑

event times T≤t

1
Y (T )
m(T )

∑
Sampled Set exp(β̂1xj1(T ) + ...+ β̂kxjk(T ))

and absolute risks may again, in absence of competing risks, be
estimated for given time-fixed covariates using (∗).

The estimator looks only approximately as above since special consideration is needed for

the case which may or may not be part of the risk set in the case-cohort design.
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Notes on designs
• Nested case-control sampling: other sampling methods than simple random may

require different weighting of the terms

• Nested case-control sampling: a new sample is selected at each failure time ⇒ if
there are several case series then each series requires its own sets of controls
(however, controls may be re-used, see later!)

• Case-cohort sampling: the same sub-cohort is used at each failure time

• Case-cohort sampling: in particular, the same sub-cohort may be used for several case
series

• Both designs: only covariates for the “cases” and for the sampled controls are needed

• Both designs: “relatively little” statistical precision is lost

• Both designs: covariate information of “similar quality” must be obtainable for all
subjects no matter case/controls status

• Both designs: absolute risks may be estimated
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Example: HPV and cervix cancer in situ
• 5 (potential) controls selected per case from the calendar time risk

set, matched on time of entry into cohort (= time of first smear)
and on age; no matching on number of smears.

• 1 of the 5 controls randomly selected for inclusion. If the selected
control had only one smear then a second control was selected.
(→ 608 controls.)

• Exposure, HPV-16 viral load, ascertained from the 2081/1754
available smears.

Why do a nested case-control study?

• To avoid making cytological analyses of many smears.

• Why match on age? Standard, age is a confounder.

• Why match on time of first smear? To make "exposure quality"
similar for cases and controls.
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Results (using first smear)
Josefsson et al., Lancet, 2000, 355, 2189-93.

Viral load Cases/controls exp(β)

HPV 16 negative 354/578 1

Below 20 percentile 16/15 1.9 (0.8-4.2)

20-40 percentile 23/7 7.2 (2.7-19.1)

40-60 percentile 28/3 22.8 (5.5-95.0)

60-80 percentile 27/4 18.9 (5.5-64.9)

Above 80 percentile 30/1 59.0 (7.5-462.2)

Total 478/608

Dose-response effect of viral load on rate of CIN.
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“New” adoption case-cohort study
All AD’s (12301) followed until 1993, also siblings and half-siblings
(both biologic and adoptive).

It is very time consuming to find all those individuals in
non-computerized records prior to 1968.

Therefore, case-cohort study:

• all 1403 dead AD’s traced (including entire “family”)

• random sub-cohort of 1683 chosen and traced (1480 new)

• analyses similar to the "old" study performed on the case cohort
sample
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Cox regression model with lifetime of AD as outcome and information
on lifetimes of parents coded as explanatory variables: Estimated
hazard ratios (95% c.i.) for “at least 1 parent dead (from relevant
cause) before age 70”. (Petersen, Andersen & Sørensen, Gen. Epi.,
2005.) Time=age.

Cause B/A RR c.i.

All B 1.27 1.08-1.50

All A 0.92 0.80-1.07

Natural B 1.24 1.01-1.52

Natural A 0.88 0.74-1.05

Infection B 1.35 0.80-2.27

Infection A 0.97 0.62-1.51

Vascular B 1.51 1.05-2.17

Vascular A 0.84 0.57-1.23

Cancer B 1.03 0.72-1.49

Cancer A 1.07 0.77-1.48
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Re-using controls in nested case-control studies

• Støer et al. (2014, Epidemiology) studied a cohort of 116493
Norwegians

• 2118 were diagnosed with prostate cancer and 367 subsequently
died from their cancer

• One control was sampled for each cancer case matched on county
and age and date of serum sampling

• Vitamin D (x =Se-25(OH)D) was ascertained for cases and
sampled controls

The association between x and incidence of prostate cancer may be
analysed in a standard nested case-control setting but for the
cause-specific mortlity rate only 367 matched controls are available.

How to re-use the remaining controls?
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Re-using controls in nested case-control studies
Idea: use weights inversely proportional to the probability of being
sampled (“if a subject has probability one third of being sampled then
he/she represents three subjects in the cohort”).

Summary of results: Note the efficiency gain for the ’rare’ outcome.

Incidence Death

Method HR SE Eff. HR SE Eff.

Traditional NCC 1.17 0.05 1.00 0.98 0.12 1.00

Weighted 1.11 0.04 1.38 1.06 0.09 2.00

HR is the hazard ratio per 30 nmol/L; SE is the standard error of
log(HR); Eff. is the efficiency: (SET /SEW )2.

Weights may be estimated in different ways.
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Individually matched vs. nested case-control
The likelihood (Cox’s likelihood) for the nested case-control study is
mathematically the same as the conditional likelihood for a 1 : (m− 1)

individually matched case-control design.

This means that the same software packages can be used for both.

However, the results from a nested case-control study should be
interpreted as rate ratios and those from conditional logistic regression
as odds ratios.

This is because time is explicitly involved in nested case-control studies
(sampling from risk sets).
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Computations
For the nested case-control study, standard software may be used. For
the case-cohort study standard software may be used for parts of the
analyses:

• Nested case-control study SAS: PROC PHREG, PROC LOGISTIC;

Stata; R; SPSS

• Case-cohort study: construct weighted data set (e.g., Langholz
and Jiao, (2007, Comp. Stat. and Data Anal.) and use PHREG

• Stata: command directly available for case-cohort analysis

• R: epi and survival packages may be adapted

In the SAS code next page y=1 for cases and y=0 for non-cases, while
s=1 for sub-cohort members and s=0 for non-members and time is
the time variable.
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Cox regression of the case-cohort design: SAS code

data new; set old;

if y=1 and s=0 then do;

d=1; start=time-epsilon; stop=time; w=1; output; end;

if y=0 and s=1 then do;

d=0; start=0; stop=time; w=n/m; output; end;

if y=1 and s=1 then do;

d=0; start=0; stop=time-epsilon; w=n/m; output;

d=1; start=time-epsilon; stop=time; w=1; output; end;

run;

proc phreg data=new covsandwich(aggregate);

model stop*d(0)=x/rl entry=start;

weight w; id id;

run;
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Summary

• In cohort studies, analysis of the full cohort using the Cox model
may require substantial covariate ascertainment

• Both a nested case-control design and a case-cohort design may
provide cost-saving alternatives

• Both designs allow hazard ratio (and absolute risk) estimation

• For both designs, little statistical precision is lost with ≥ 4-5
controls per case

• The nested case-control design is useful when matching on time is
needed

• The case-cohort design is useful when several case series are
studied (but: controls may be re-used with nested case-control
sampling)
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Exercise 1
In this exercise we will work with the melanoma data, see the data file
melanoma-surv.txt.

1. Fit the model on slide 17 (i.e., including the variables sex ulc

thick age)

2. Examine whether the hazards for patients with and without
ulceration can be considered proportional

3. Examine whether the effect of thick can be considered linear on
the log(hazard) scale

4. Examine whether men and women have the same effect of thick
(i.e., test for interaction)
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Exercise 2
In this exercise we will work with the data concerning vaccinations in
Guinea-Bissau, see the file bissau.txt.
1. Fit the Cox model with follow-up as time variable including bcg and agem as

categorical variables and re-find the result from slide 32

2. Fit the corresponding Poisson model (assuming that the mortality rate is constant in
relation to follow-up time) and re-find the result from slide 32

3. Fit the Cox model with follow-up as time variable including agem as a categorical
variable together with a binary variable for dtp vaccination (yes or no, i.e.,
disregarding the number of doses given). Is there an effect of DTP?

4. Add to the previous model a binary variable for BCG vaccination. What happens to
the estimate for DTP?

5. Fit the previous model (i.e., including BCG and DTP) but now with age as the
baseline variable (delayed entry). Compare with the results from the previous
question.

73



Exercise 3
In this exercise we will work with data from the Stanford Heart
Transplantation Study, see the file stanford.txt.
1. Fit a Cox model for the rate of death to evaluate the effect of age at entry (suitably

coded, e.g. categorizing at ages 40 and 50). Interpret the results.

2. Make the erroneous analysis where you “evaluate the effect of transplantation” using
transplantation status as a time-fixed variable.

3. Evaluate the effect of transplantation as a time-dependent variable. Compare with
the previous question.

4. Evaluate the effect of transplantation when adjusting for age at entry. How would you
model the age effect?

5. Evaluate the effect of transplantation when the time variable is age. To do this, new
variables must be defined, e.g.: agein=age at entry, ageout=age at dead/censoring.

6. Adjust, suitably, the previous model for follow-up time.
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